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1 Problem Scope

The task/ob jective underlying this work is the developmern of a \scalable database" componert for OneSAF.
The rst issue,of course,is determining the nature of the existing OneSAF database. This has provedto be
dicult, for avariety of reasons.Instead, we begin by consideringa number of abstractions/assumptions on
the nature of the OneSAF databasecomponert.

Figure 1. Schematic illustration of notional interactions with databasecomponerts.

The notional Simulator, Database interaction architecture is illustrated in Fig.(1). The assumptions
made on the operations of this system are as follows:

Assumptions

1. The \database" is not a conventional/commercial database. Rather, it is OneSAF-speci ¢
software that maintains simulation data and servicesa number of (attached) simulators.

2. The simulators managesomenumber of simulation ertities.
3. The databasemaintains current information on:

(a) Entity state (at a minimum, states of all entities assaiated with the attached simula-
tors).
(b) Environmental information (e.g. terrain or weather).

There could be additional information aswell, sudh as command/control data.
4. Simulators update the databasewith state information for all locally-simulated ertities.



5. Simulators requestinformation for non-local ertities from the database.

6. Simulators request a variety of information from the databaseother than (remote) entity
states.

It is assumedthat ead individual simulator is limited to processinga (roughly) xed number of ertities.
Increasing problem size requires an increasing number of simulators. For modest increases,this is done by
attaching more simulators to the single (monolithic) databaseprocess/processorin Fig.(1). This approac
will fail asthe problem size continuesto increase:there is a point at which the single databaseprocessoris
incapable of meeting the requestsof all the attached simulators in a timely fashion.
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Figure 2: Schematic illustration of a scalableoperations con guration.

For su cien tly large problem size, the overall operational model must begin to look like the schematic
in Fig.(2), with componerts:

1. A number of local \building blocks" along the lines of the simple con guration of Fig.(1), including:

A bounded number of simulators attached to ead \lo cal database"
The local databasecomponerts are sole points of data accesdor the attached simulators.

2. A \database badk-end", sothat requeststo local databasescan/will be answered by data content that
could exist anywhere within the distributed system.

One approach to the notional schematic of Fig.(2) would be the implementation of a \conventional" dis-
tributed database, sothat queriesfrom a specic simulator could well involve processing(e.g. \joins") of
data residing on any of the local database componerts in the gure. This approach seemsunsatisfactory,
given the expected large rates of Simulator, Databaseinteractions. That is:

Assumption

The databaseprovidesa ne-grained mecanismfor data accessand evernt syndhronization within
the simulation. As sud, the rates of Simulator, Databaseinteractions are high - su cien tly high
that reactive processing(i.e., databasewaits until simulator makes a request then goes out to
other data senersto fetch relevant information) would be prohibitiv ely slow for e ective OneSAF
operations.



The \proactiv e" approach described below is instead basedon a number of additional assumptionson
the nature of the underlying simulation:

1. An individual simulation entity hasinterest in only a limited subsetof the full simulation data set.

2. The information maintained by the databasecomponerts can be e ectiv ely indexed by an enumeration
of plausible \in terest state values"

3. The database componert is (or can become) aware of the collective interest state of its attached
simulators.

These assumptions are more than \merely" reasonable- they are required for any scalableDIS paradigm.
Given these assumptions,a scalablemodel for Fig.(2) could be constructed as follows:

1. Individual simulators \announce" their interest to the local data server (or, to a \closely assaiated
router”, asdescribed in Section 2).

2. Data senwerscollect data elemerts of interest from remote data servers, accordingto declaredinterest
states.

3. Data of interest is already residert in the local data server as soon asthe simulator needsit.

The next section explores(mild) enhancemets to the basic building block of Fig.(1) neededto support
this approach. Section3 preserts a scalablecommunications architecture basedon the enhanced(local) data
managers.

2 Enhanced Local Data Managers

In terms of implementations (i.e., actual code dewelopmern), the interest enumerations and declaration
mechanisms within (standard) OneSAF operations are essetial concepts. Unfortunately, it is this level
of understanding that is missing (on the part of the authors), so the discussionsbelow are in terms of
generalities.

First o, it should be noted that interest managemer itself is not essetial for operations of the simplest
picture in Fig.(1). Indeed, the simulators could:

1. \Publish" every locally-simulated entit y to the database.
2. Request\anything/ev erything" of local interest from the database.

If so,the overall operational picture would still work - provided the total data content into the data server
were not overwhelming. Note, howewer, that even this simplest operational picture implies some level of
\in terest awareness"in the data server's responsesto requests. There must already exist someenumeration
schemewithin OneSAF in order for the data senersto respond to speci c/lo calized data requestsfrom the
simulators.

Assuming that OneSAF already implements some form of interest-restricted communications, a more
detailed represenation of the basic building block of Fig.(1) is asshown in the left-hand side of Fig.(3). The
light/gra y arrows represert \in terest declarations” from the simulators to the data server. The black arrows
represen simulation data transfers betweenthe simulators and the database.

The right-hand side of Fig.(3) shows the sameunderlying content as panel (a), but with the interest
managemen responsibilities of the data serer highlighted. There are three aspects of this redrawn gure
worth noting:
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Figure 3: Generalizations of the basic simulation unit to managecollective interest.

. The DataServer can maintain a collective interest state for all (i.e. union) of its attached simulators.

. Simulation data exchanges(e.g., \put" and \get") betweena simulator and its databasecan proceed

independert of the interest managemen layer. (Note, however, that this assumption would needsome
modi cations if \source-side squelding".)

. The interactions betweenthe \In terest Manager" and the actual DataServer remain to be speci ed -

providing an important \degree of freedom" for the scalableimplementation sough for Fig.(2).

We assumethat somelevel of interest propagation along the lines suggestedby Fig.(3) does happen within
(existing) OneSAF. There are at least two qualitativ e argumerts:
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1. OneSAF and JSAF do inter-operate within somelarge-scale(JUO) simulation exercises. This is ac-

complished by means of gateway routers - implying the capability of de ning some level of global
interest.

. Without somenotion of the (current) collective interest of the attached simulators, there would be

no straightforward mecanism for recognizingand deleting \stale" entries from the data server. This
would ultimately be an impedimert to scalableoperations.

Provisional, Scalable Arc hitecture

Assuming that the data sener interest state of Section 2 can be de ned and implemented, the basisfor the
schematic, scalabledata server framework of Fig.(2) can be stated rather simply:

1. Giventhe collective interest declaration of its attached simulator, an individual Data Sener in Fig.(2)

is responsible for going out and retrieving relevant simulation data from all other seners.

2. The local data server respondsto individual simulator requestsusing the current, local \w orld picture"

resulting from the rst step.



Note that this picture involves somelevel of data duplication. An individual ertity state will exist, e.g,
on the data sener assciated with the simulator owning that ertity and on all data seners assa@iated with
simulators \w anting” that ertity. This is not and impedimert to scalableoperations. Scalability of overall
operationsrequiresthat the total information of interestto any xed number of simulators (e.g. the collective
attached simulators for any data serwer in Fig.(2)) be bounded. This, in turn, implies bounded replications

of remotely-generatedsimulation data.
The data senersin Fig.(2) are e ectiv ely responsible for retrieving remote data before the attached

simulators needit. The fundamertal issuesin this approacd are

1. Entity replications - how is the \full data" of an existing OneSAF databaseitem replicated as an
independert \read only" item on the other data sereers.

2. Timeliness: The local copieswithin the data serwers are generally somewhat\out of synch" with the
\real" data item, as maintained by the simulator that ownsiit.

These are important questions. On the other hand, they are arguably moot questionsin the sensethat
OneSAF does play in large scale simulations (e.g., with JSAF), and the points just noted are essetially
\facts of life" in the context of theselarge simulations/federations.
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Figure 4: Scalablesimulation architecture basedon the extendedlocal data managerof Fig.(3.
A scalablecommunications architecture for Fig.(2) is easily constructed following the general\MeshRouter"
paradigm, as illustrated in Fig.(4). The separate\In terest Manager" componert of Fig.(3.b) has been
changedinto a (nearly) standard \Primary Router" of the MeshRouter framework. The \P op-Up" (Data
Distribution) and \Pull-Do wn" (Data Collection.Interest Distribution) routers are the sameasin standard
MeshRouter applications. This provides a proven, demonstrably scalable mecanism for ensuring that all
data of local interest has been collected into the local data server before an individual attached simulator

needsit (subject to the \timeliness" limitations noted above).



4 Discussion

The \long pole" in the implementation of the schematic in Fig.(4) is the understanding and encapsulation
of the interest enumeration scheme currently usedwithin OneSAF. The existing MeshRouter software ar-
chitecture already factors this application-speci c information into well-de ned objects (albeit C++objects,
not java, though this issueis not a show-stopper).

It should alsobe noted that the \proactiv e" data migration model of Figs.(2,4) could also be generalized
to support more standard, \reactiv e" data queries,as needed. The number of such querieswould needto be
(strongly ?) limited to ensureoverall scalableoperations. However, the overall architecture itself does not
prevent suc data manipulations.

Action Items

Isolate/understand OneSAF Interest

{ Identify existing object in code source
{ Replicate functionality in C++ version, MeshRouter's\ Interest " class.

Identify/encapsulate typical OneSAF messagecontext/con tent:

{ Messagenature of database/ertity state updates.
{ Data versusinterest
{ Replicate functionality in C++ version, MeshRouter's\ Messagelnterpre te r" class.
Modi ed OneSAF Primary-Router:
{ Retain existing \get from database" communications, designingand implemerting an appropriate
\ DatabasePipe" daughter class.
{ Pull-Down data directly into database.
{ Stale data houseleeping(?)

Separate\T oy-Problem" Testbed?:

Can we/should we develop a demonstration of the scalablearchitecture in Fig.(4). Simple candidate
might include hyper-active/stoned rodents on intersecting oval racetracks?

Arc hitecture discussions with OneSAF personnel!

{ Doesexisting databasesupport non-trivial services,such as proximity queries?
Quantify expected Simulator, DataServer interaction rates.

Dynamic terrain??

Command/Control??
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